Purpose


Searching for statistical government information across a number of agencies is difficult for the end user.  Part of this problem is the lack of agency metadata in a standardized format; this prevents interoperability among agencies.  Statistical information is commonly presented and stored in aggregated tables.  Representing tabular data with accurate metadata is a concern.  The fundamental purpose of metadata is to describe an object and serve as a useful surrogate.  Metadata for tables should preserve and accurately represent the unique properties of the tabular format.  


This project began by looking at the Fedstats home page.  The Fedstats project is meant serve as a singular repository for federal information.  However, at this stage in the project, it only consists of links to other agency websites.  Among the various federal agency sites there is no interoperability, so end users cannot access statistics from multiple agencies through the Fedstats page.  Part of the problem is a lack of metadata available from the agencies.  


This project seeks to investigate metadata for statistical tables.  The reason that tables are studies is that tabular data is one of the most important types of data produced and disseminated by agencies.  Also, end users mostly view table data instead of reading the lengthy reports that the data is derived from.  Another reason for looking at tables is that their characteristics make them difficult to find through search engines.  So, providing metadata for tables will facilitate searching and give end users a better understanding of their content.  The project will study how to create metadata for tables that is descriptive, accurate and still simplified.  Based on these guidelines, a schema for tables will be implemented.  An application profile for table data will be created based on existing metadata schemas.  This implementation will then be applied to a sampling of statistical tables.  The primary goal for the schema will be to describe tables in a manner that is both accurate and uncomplicated.  The potential usefulness of such a schema can be to serve as a low barrier standard for metadata.  Ultimately, the creation of simple standards can lead towards interoperability among a number of agencies for a wide range of data.


What this project hopes to accomplish is to make progress towards allowing end users to easily search for statistical data across a range of different agencies.  In order for this to happen, agencies need to make their metadata available, which few do.  To work towards this end, the project seeks to create a simple standard format for agencies to create metadata for statistical tables.  A simplified standard will make the barrier for adoption lower and increase the chances that agencies will use the format.  With a standard for creating metadata, the intended result will be that agencies will create and make available this metadata.  


With this metadata available, an intermediary database like Fedstats could allow end users to search for data from a number of agencies.  A common architectural structure would also be needed to develop services with the metadata.  For this implementation, the Open Archives Initiative for metadata harvesting could be used; this protocol is a low barrier approach that has been widely adopted.  With a standard for harvesting metadata like the Open Archives Initiative, an intermediary database could easily harvest the data from provider agencies and make it available to end users.  For this to work, agencies would have to adapt to a metadata standard; this project seeks to design a simplified and descriptive standard for representing tabular data.  Towards this end, an application profile for statistical table metadata will be created.  Based on this profile, the prototype implementation will include a template, for the recording of metadata.  The template will create metadata records and store them in a backend database.  Finally, an OAI data provider module will be implemented which would allow the database metadata to be harvested from other compliant service providers.  The potential contribution to a repository digital library, such as Fedstats, would be that if agencies made their metadata available, Fedstats could harvest the data through OAI.  With this standard and architecture, Fedstats could develop various useful services and integrate data among different agencies.

Literature Review

An important aspect of this project was to arrive at a simple approach for representing metadata for statistical tables.  The Dublin Core Metadata Initiative is a schema created to represent and simplify searching for internet resources.  The Dublin Core schema has continually evolved and is currently a widely accepted and used metadata standard.  It consists of 15 elements, such as Title, Creator, and Subject, for cross-domain resource description (1.1 dcmi description).  Weibel (2000) gives a general overview of Dublin Core, the Initiative's mission, the use of the schema, and its possible future developments.  The article presents a summary of the 15 Dublin Core elements for resource description, as well as standard qualifiers commonly used.  Qualifiers are used in Dublin Core to give extended descriptions of particular elements.  Application profiles are also discussed; these profiles mix and match metadata elements from different schemas to meet the requirements of particular applications.  Weibel notes that Dublin Core can be combined with other metadata element sets to provide richer resource description.  Beckett (2003?) discusses element structure for Dublin Core and why qualifiers are necessary.  The article describes how qualifiers are useful for greater precision in resource description and covers syntax issues for using Dublin Core in HTML tags.  Guenther (1997) also covers the structure of qualifiers for Dublin Core.  Guenther's article contains definitions for each of the 15 elements and for each of them, a set of proposed "core qualifiers."  These qualifiers are fairly standard, such as an Alternative qualifier for Title, and a set of frequently used encoding schemes, such as LCC and DDC, to use for the Subject element.  


The concept of application profiles for metadata schemas has been adopted by many agencies and projects.  Heery and Patel (2000) define the application profile basically as the mixing and matching of metadata schemas.  The profiles are described as consisting of data elements drawn from one or more namespace schemas and combined by implementors for a specific application.  The profiles allow the implementors to declare how they are using standard schemas.  Heery and Patel see improved collaboration among metadata initiatives to be a potential implication of usage of application profiles.  Dekkers (2001) also describes the usage and potential for application profiles.  Dekkers' article explains both the concepts and requirements for application profiles.  The article also elaborates on a number of existing projects that utilize the concept of mixing and matching metadata element sets.  Baker (2003?) provides a "grammar" for application profiles.  Baker's article describes "what does metadata say?" and gives examples describing how profile metadata is used.  Additionally, there are also examples of application profile metadata encoded in XML.  The article notes a need for XML schemas as a basis for the automatic validation of metadata records.  

In addition to articles describing application profiles, there are a number of practical examples of application profiles.  Onyancha, Keizer, and Katz (2001) describe a metadata schema for resource discovery of agricultural resources.  The schema is primarily based on Dublin Core elements, with some new refinements added.  Many of the elements and qualifiers are tailored specific for resources in the agricultural sciences, which shows how the profile is suited for its particular application.  Another practial implementation of an application profile was done by the National Library of Medicine (NLM 2002).  Their metadata schema incorporates Dublin Core elements and qualifiers with additional elements and qualifiers defined by the agency.  Another application profile, DC-Lib, was created through the Dublin Core Metadata Initiative's Libraries Working Group (dclib 2002).  The purpose of the profile was to create a metadata element set for library use and related applications.  The profile combined standard Dublin Core elements with other namespace library domain elements as well as additional elements and qualifiers from other application profiles.     These application profiles demonstrate how various agencies utilize elements from multiple schemas to create project-specific metadata.


In addition to reviewing literature on Dublin Core and application profiles, other metadata schemes were reviewed.  One of these, the Data Documentation Initiative (DDI) is an effort to establish criteria for the content, presentation, transport, and preservation of metadata about datasets in the social and behavioural sciences (DDI page).  One of the goals of the DDI is for the creation of social science metadata, or “codebooks,” in a way that is uniform, structured, and easily searchable.  The DDI standard has gained acceptance and is widely used in the social science and statistical domain.  This standard is also potentially applicable for the description of table data.   Another controlled vocabulary investigated was used by the Inter-university Consortium for Political and Social Research (ICPSR).  This vocabulary was designed specifically for 

social sciences disciplines (ICPSR site).  Some of the potential disciplines it could be used to describe include political science, sociology, and demography.  Another controlled vocabulary scheme reviewed was the LexisNexis Government Periodicals Index.  This vocabulary consisted of predefined subject terms, and for each term included broader terms, narrower terms, or related terms (gpi page).  Finally, the Statistical Abstract of the United States was considered as a controlled vocabulary of subject terms.  The Abstract was considered as a useful classification tool for tables, since it consists almost entirely of statistical tables.  It also is issued by an authorative government organization, the US Census Bureau.  The data in the Abstract is organized into thirty different sections, which could be useful as subject headings.


Finally, literature pertaining to interoperability among digital libraries was reviewed.  Paepcke et. al (Paepcke et. al 1998) discusses several issues pertaining to digital library interoperability.  One important issue discussed is ease of use; it is noted that this pertains to interaction on both the client and the server side of interoperation.  Another issue discussed is the creation of appropriate interoperability standards.  A standard that is strong and well-defined facilitates the creation of easy to use modules that implement the standard.  An emerging and widely accepted interoperability standard

for digital libraries is the Open Archives Initiative (OAI).  Lagoze and Van de Sompel (2001) discuss the OAI and its applicability as a low-barrier standard for interoperability.  OAI intially came out of the e-print community of repositories.  The initial idea was that authors could deposit copies of their articles in such repositories so that users could access them freely without having to pay expensive electronic journal subscription fees.  For OAI, interoperability is based on metadata harvesting, in which content providers make their metadata available via an open interface through which service providers can then harvest the metadata.  OAI requirers that data providers supply their metadata in a common format, unqualified Dublin Core metadata encoded in XML.  In an article by Lynch (2001) it is further explained how OAI metadata harvesting works.  Essentially, end users interact with a repository database that harvests metadata from contributing data providers.  For OAI, the agencies that contribute metadata are data providers and the repository databases that harvest the metadata are service providers.  Unqualified Dublin Core metadata is established as a lowest common denominator.  However, servers can also offer metadata in other schemes, and harvesters can request that metadata be provided in other schemes as part of the harvest request.  The article notes that almost any metadata scheme can be normalized into unqualified Dublin Core, but the actual usefulness of such a simplified scheme has generated debate.  Much of the existing documentation regarding the OAI is made available through the iniative's web page.  The OAI FAQ page includes information for data providers on how to register themselves with OAI, as well as how they can implement the protocol (OAI FAQ).  As it was meant to be a low barrier protocol, OAI was designed so data providers could easily implement it and make their metadata harvestable by service providers.  


This project began by assessing the viability of using standard Dublin Core metadata to describe tables.  Metadata records for tables from the Bureau of Labor Statistics website were created.  It was decided that the Dublin Core standard did not have a detailed enough level of description for creating metadata for tables that would be useful in searching and locating resources.  Given its applicability to the social sciences, the DDI scheme was considered for metadata, but it was found to be overly complicated for what the project would hope to be a simplified standard for table metadata.  Then it was decided that the project would create and implement an application profile for statistical tables using both DDI and Dublin Core elements.  Prior to creating the application profile, existing profiles were studied.  There are numerous project specific application profiles, many of which are accessible through the Dublin Core web site.  One particularly helpful profile was the Dublin Core Library Application Profile.

Additionally, the National Library of Medicine profile was studied, as was the agricultural profile from Onyancha et al.  Based on techniques and strategies used in such existing profiles, a profile for statistical tables was created.  For this profile, it was carefully decided what Dublin Core elements and qualifiers to include, and what 

incorporations from other schemes to include.  Elements and qualifiers were incorporated into the profile based on their applicability to the project and perceived usefullness for searching and information retrieval.  


One particularly important qualifier was Subject Heading.  The profile gives options for a number of different possible controlled vocabularies to assign headings with.  Standard classifications, such as LCC, DDC, and MeSH headings were included as recommendations because they are widely accepted standards.  However, they are also complex and assign headings can be difficult; since the purpose of the project is to create a simplified metadata approach, other simplified classification systems were studied.  Based on this study, the ICPSR, LexisNexis GPI, and Statistical Abstract classifications were included as other recommended classification schemes.  These classifications are more simple to use and do not consist of an overwhelming amount of possible subject terms.  It was perceived that agencies creating metadata would be more likely to assign subject terms if they could use a simplified vocabulary.  [now move on

to the justification stuff]


Based on the application profile that was created, a template page for inputting metadata was created.  The template contains all the of the metadata elements and qualifiers outlined in the profile.  For repeatable elements, users can choose to add as many descriptors as is needed.  The template also contains optional help buttons for each

element, which bring up a defintion and examples for the element if they are needed.  Again, creating a simple and usable interface was the main concern in the template design.  Once data is entered and submitted on the online form, two records for the metadata are recorded in a backend database.  One record is created in a format 

based on the application profile.  The other record is a normalized form of the metadata that is in unqualified Dublin Core format.  This record is created to comply with the standard OAI protocol, which requires as a basic minimum that all data providers make their metadata available in unqualified Dublin Core.  Next, an OAI data provider module was implemented.  [more here]


The strength of this project is the application profile and its applicability to describing tables.  The profile was designed specifically with how best to represent table data in mind.  The elements and qualifiers were chosen based on their perceived usefulness in searching.  Another project strength is its simplicity.  The profile was designed to be simple so that it could be potentially adopted by agencies to create metadata.  The ease of use aspect was meant to increase the likelihood that it would be adopted by data providers to create and make available metadata.  Additionally, the template was also designed based on the concept of creating a simplified interface.  The current major weakness of the project is the inability to test it.  Without a service provider using the same application profile, the metadata cannot be harvested from a data provider using the profile.  Obviously, getting government agencies to adopt the application profile is an obstacle.  What makes interoperability among government agencies 

more difficult is that few make metadata available, much less metadata in a standardized form.  These concerns were considered in designing the profile, since a simplified design would presumably be more likely to be adopted by data providers.  Continued work would likely center around adoption of this standard.  Its use could best be studied were there an intermediary database following the profile that could harvest the metadata from data providers.  The providers would also have to follow the profile as well.  End users could then search for data from these agencies through the intermediary database.  

Through a standard protocol, such as OAI, it could then be assessed how well the profile facilitates searching.  

