Children’s use of gender and order-of-mention during pronoun comprehension
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A central component of understanding language is identifying who or what the speaker is referring to.  This process depends on the situation in which the reference occurs, requiring comprehenders to draw on the linguistic and nonlinguistic context to interpret the speaker's meaning.  The contextual dependence of reference comprehension is especially obvious in the case of personal pronouns - the words "he" and "she" are relatively meaningless outside a particular context.  Nevertheless, pronouns rarely pose a comprehension problem.  Adults are able to draw on a variety of cues to identify the referent of a pronoun, and to do so very rapidly, typically within a few hundred milliseconds (e.g., Arnold, Eisenband, Brown-Schmidt, and Trueswell, 2000; Boland, Acker and Wagner, 1998; Garnham, 2001; McDonald and MacWhinney, 1995).

What is the processing architecture that allows adults to do this?  We consider this question by focusing not on the adult system, but on the system-in-progress, i.e. the language comprehension abilities of 3-5 year old children. Our focus here is not simply on what it is that children know, but also on how they bring that knowledge to bear during the referential processing of pronouns.

On the surface, learning to understand pronouns appears to be a very difficult problem.  This is because the same pronoun can refer to vastly different things, even over brief stretches of a conversation.  “She” can refer to Mommy, another child, the family cat, and even a talking car in a book.  Although some properties of the referents are relevant (e.g., gender, animacy), most are not.  This learning situation is quite different from that for common content nouns, which typically refer to entities that share some semantic properties (e.g., mommies, children, cats and cars).  Instead, pronouns typically refer to entities that are currently in the joint focus of attention of discourse participants.  This poses a complex modeling problem, both for adults and children.  It requires an individual not only to attend to an object over some period of time, but also to infer what one's interlocutor is attending to.  The former is difficult enough for small children; the latter is tantamount to mind-reading - no small feat for anyone, especially a 4-year-old.

Possible solutions to these learning and processing challenges can be found in the two traditions in psycholinguistics that are highlighted in this volume, dubbed the "language-as-action" and "language-as-product" traditions by Clark (1992).  Researchers within the Action tradition tend to focus on socially situated language use, and emphasize that language is just one component of joint action (Clark, 1996).  This offers a solution to the seemingly intractable problem of modeling shared accessibility, by focusing on the fact that people, especially children, tend to use language to accomplish concrete, shared goals.  This means that shared knowledge can be computed based on heuristics like physical co-presence (Clark and Marshall, 1981; see also Nadig and Sedivy, 2002).  Early on, children also use information like speaker eye gaze and plans of action as cues to speaker meaning (Baldwin and Tomasello, 1997).  In addition, cues from the shape of the discourse, some of which are described below, reflect referent accessibility in ways that can be highly predictive of pronoun use (e.g., Arnold, 1998; Ariel, 1990; Brennan, Friedman, and Pollard, 1987; Givón, 1983; Gundel, Hedberg, and Zacharaski, 1993).

The language-as-action view also offers an interpretation of situations where the above-mentioned cues fail to result in perfectly coordinated model of accessibility, as might happen if a child has not mastered them.  Referring is collaborative (Clark and Wilkes-Gibbs, 1986, Clark and Krych, in press, see also Brown-Schmidt, Campana, and Tanenhaus, in this volume), which means that both speakers and listeners take action to ensure effective communication.  When there is inequality in the abilities of two conversation partners (as may happen with a child), the more able one may adjust to the perspective of the less able one (Schober, 1998).

Thus, the Action tradition suggests that numerous sources of information, linguistic and nonlinguistic, are relevant to building a model of joint accessibility.  How does the child (and adult) bring this information to bear on the task of pronoun interpretation?  One possible solution is offered by processing theories developed within the Product tradition.  This tradition has tended to take an information processing approach to language understanding, in which explanations of language use are rooted in understanding the kinds of representations that must be generated and integrated during comprehension.  One account in this tradition suggests that much of language comprehension proceeds via constraint-satisfaction mechanisms, in which multiple probabilistic cues, rather than a single heuristic, are used to determine the most likely referential (and syntactic and semantic) representation of the input (e.g., McClelland, 1987; MacDonald, Pearlmutter and Seidenberg, 1994; Tanenhaus and Trueswell, 1995).  Probabilistic constraints can either be linguistic (e.g. "examined" is more likely to be a past tense than reduced relative verb) or nonlinguistic (e.g. the thing the speaker is looking at is probably but not necessarily the one they are thinking about). 

This constraint-based approach offers a potential solution to the processing puzzle posed above, in which highly ambiguous pronouns pose relatively little difficulty for adult listeners.  This is because multiple analyses are considered in parallel.  Although computationally complex, parallelism allows for simultaneous use of multiple sources of evidence.  A constraint-based account also makes clear predictions regarding the development of these processing abilities.  For instance, if children approach language learning with a probabilistic system of representing linguistic and nonlinguistic cues, we would expect more reliable cues to be learned earlier, and perhaps weighted more strongly in comparison with less reliable cues (Bates and MacWhinney, 1989).  In addition, we might expect child performance to improve when multiple cues point toward the same solution.

We investigated these predictions by focusing on two cues that influence adult pronoun comprehension: gender and order-of-mention (Arnold, Eisenband, Brown-Schmidt, and Trueswell, 2001).  Gender is simply knowing that "he" is for males, "she" for females, and the ability to map these terms onto the appropriate referents.  Although this requires children to be able to categorize entities by gender and map "he" and "she" appropriately, it does provide a fairly reliable cue to the pronoun referent -- "he" rarely refers to female entities.

Order-of-mention, as we use the term here, is the tendency for adults to focus on the first of two characters in an utterance as the more accessible one.  If a subsequent pronoun is encountered, adults tend to assign it to the first-mentioned character, other things being equal (e.g., Arnold et al., 2000; Crawley and Stevenson, 1990; Gernsbacher, 1989; Gordon, Grosz and Gilliom, 1993).  First-mentioned characters often occur in the position of grammatical subject, so this has also been described as a subject bias (e.g., Brennan, Friedman and Pollard, 1987; Stevenson, Crawley and Kleinman, 1994; McDonald and MacWhinney, 1995; see also Kaiser, to appear).  This cue represents the more general tendency for adult comprehenders to assign pronouns to entities that are jointly accessible with the speaker. 

As a sign of accessibility, order-of-mention provides a mechanism for the speaker and listener to coordinate a joint model of entity accessibility.  When the speaker places one entity in first-mentioned/subject position, this offers a cue to the listener that the speaker is interested in this entity, and is likely to continue talking about it (Arnold, 1998; Grosz, Joshi, and Weinstein, 1995).  Note that this information is available whether the speaker produced it as a signal to the listener or because of the more general tendency to produce accessible information early (Arnold, Wasow, Ginstrom and Losongco, 2000; Bock, 1982; 1986; Bock and Warren, 1985; Bock and Irwin, 1980).  

However, it may take time to learn order-of-mention as a coordination cue, since it is only partially reliable as either a cue to accessibility or a cue to the referent of a pronoun.  One metric of what the speaker considers accessible is what they continue talking about.  Although first-mentioned / subject entities are continued more often than other entities, this is not a categorical pattern (Arnold, 1998).  Even once children know that first-mentioned characters are often central to the speaker's goals, they still may not consider first-mentioned status to be a good cue for interpreting pronouns.  Pronouns often refer to the first-mentioned / subject entity, but not always.  For example, data collected for Arnold, (1998, chapter 2) show that pronouns in children's stories refer to the subject of the previous clause 57% of the time (64% when the pronoun is also in subject position).  In contrast, correct gender assignment is essentially obligatory to the speaker, and therefore a highly reliable cue to pronoun assignment under conditions that would otherwise be ambiguous to the listener.

A constraint-based theory would therefore predict that young children depend more on gender than order-of-mention for pronoun interpretation.  This prediction is consistent with results from an on-line eye tracking experiment (Arnold, Novick, Brown-Schmidt, Eisenband and Trueswell, 2001).  In this study 5-year-old children listened to stories like (1) and viewed a picture of the story.  When there was only one character matching the gender of the pronoun, children performed just like adults in a similar task (Arnold et al., 2000) -- they started looking at the referent of the pronoun at 400 msec after the pronoun onset.  When the two characters had the same gender, children did not reliably look at the referent until well after the point where the pronoun was disambiguated by the story and scene (e.g., at “umbrella” in (1), because the scene contained only one character that was holding an umbrella).  This behavior differed sharply from that of adults, who looked rapidly at the first-mentioned character in this condition.  

(1)
Donald is bringing some mail to Mickey/ Minnie, while a big rain storm is beginning.  He’s / She’s carrying an umbrella….

Thus, over the course of the temporary ambiguity, 5-year-olds showed sensitivity to gender but not order-of-mention, whereas adults used both cues simultaneously.  

However, it is still possible that young children are sensitive to order-of-mention, but use it more slowly than gender.  The on-line task would not have revealed off-line usage of order-of-mention, because late eye movements to the correct character can be attributed to the disambiguating information in the subsequent scene and discourse.  To resolve this issue, the current study used stimuli that do not include disambiguating material after the pronoun (i.e., pronouns were potentially globally ambiguous).  If five-year-olds are sensitive to this information, it should show up as a first-mention-bias in off-line responses.


As mentioned above, we suspected that children who are still mastering these cues will perform best when both order-of-mention and gender point to the same referent.  This prediction is consistent with research showing that children can use accessibility cues in situations where several sources of information together support a single referent as the more accessible one.  Song and Fisher (2001) used both on- and off-line tasks to show that children comprehend sentences better when an ambiguous pronoun is used to refer to the more accessible of two characters, e.g. “See the turtle and the tiger.  The turtle goes downstairs with the tiger.  And he finds a box with the tiger.  Now, what does he have?  Look, he has a kite!”.  By the time the target (italicized) pronoun is encountered, its referent had been made accessible through three mechanisms: a) linear order-of-mention, b) repeated mention, and c) previous pronominalization.  Wykes (1981) also reported off-line evidence that children were better at interpreting pronouns when they referred to the first-mentioned of two characters, in situations where other cues to referent identity were gender and real-world inferences (e.g. John needed Jane’s pencil.  She gave it to him.)  These findings suggest that children can and do use accessibility cues when there is a high degree of redundancy or overlap in the information across several cues.  However, each one on its own may not be strong enough to bias the interpretation toward one character. 

We tested the above-mentioned predictions by investigating gender and order-of-mention in children of two age groups, 3;6-4;0 and 4;1-5;0 years.  Based on earlier on-line results with 4;6-5;6-year olds (Arnold et al., 2001) we expected the older group to display off-line ability with gender, with perhaps the younger group showing less sensitivity.  Of special interest, though, was the use of order-of-mention.  With globally ambiguous stimuli, a situation under which children have ample time to consider referents, would there now be signs of sensitivity to order-of-mention in off-line responses, or even late on-line measures?  Our methods for addressing these issues incorporated elements from both Action and Product traditions, an especially important approach for studying language use in children.  In particular, we examined on-line processing in a referentially rich environment, that is, using a partially interactive story describing a visually co-present scene.  

Pronoun interpretation by children ages 3;6-5;0 years.

Participants.
The experiment participants were 52 children from the Rochester, NY area, whose parents were recruited from a database of well-baby births.  Five children were excluded from the analysis for failing to pass the diagnostic trials (n=2), interference from parent (n=2), or experimenter error (n=1).  This left 47 children in the analysis.  Participants were recruited so as to form two age groups: 1) 24 children aged 3;6-4;0 (43-48 months, average 45.3), 12 boys and 12 girls, and 2) 23 children aged 4;1-5;0 (49-60 months, average 54.3 months), 13 boys and 10 girls.

Methods and Materials.
We presented children with short stories that were appropriate for 3- to 5-year-olds.  The characters in these stories were visually illustrated with dolls that were placed in front of the child during each story.  The physical presence of the dolls allowed children to use the visual scene as their memory for the characters, potentially freeing up mental resources to devote to comprehension tasks.  It also provided a visual reminder about the gender of the characters, which was established at the start of the experiment.  The stories were always about two of the following four puppets: Froggy (f), Bunny (f), Panda Bear (m), Puppy (m).  Bunny and Froggy had visual appearances consistent with female stereotypes (e.g., they wore dresses and had long eyelashes).  Puppy and Panda Bear had visual appearances consistent with male stereotypes (e.g. clothing like a tie and hockey shirt).

During each experimental session the child sat at a small table facing two experimenters.  A play period at the start of the session was used to familiarize the child with the experimenters, an Elmo puppet (the narrator), and the four puppets representing the characters in the stories.  The names of the puppets were repeated frequently during the play session, and transparently matched the character (i.e., Froggy was a frog).  At the end of the play period we tested the children by asking them to help Elmo learn the names and genders, with the excuse that Elmo has trouble remembering names and knowing who is a boy and who is a girl.  Most children were able to immediately name the characters and identify their genders; if they weren’t we practiced until we were confident the child had learned them.


Children then listened to one warm-up story and 14 pre-recorded stories like (2), nine experimental and five fillers.  Each story mentioned two characters, which had either same or different genders.  The second sentence always had the form "{He/She} wants X".  The objects were chosen so as to be equally desirable to males and females.

(2a) SAME-GENDER
Puppy is having lunch with Panda Bear.  He wants some milk.

(b) DIFFERENT / 1ST-MENTION
Puppy is having lunch with Froggy.  He wants some milk.

(c) DIFFERENT / 2ND-MENTION
Puppy is having lunch with Froggy.  She wants some milk.

There were two different-gender conditions, manipulating whether the pronoun referred to the first-mentioned or second-mentioned character.  Thus, the 3 conditions were: 1) different-gender / first-mention; 2) different-gender / second-mention, and 3) same-gender (i.e., ambiguous).  One version of each item was recorded by a female speaker, and the other pronoun and name spliced in.  This ensured that the prosody was identical across conditions.  All pronouns were unstressed, but not extremely so.

The characters for each story were named and placed on the table in front of the child for each trial, as in Figure 1.  During each story, Elmo hid under the table while his “voice” came out of speakers.  The two experimenters looked at the table at a point mid-way between the two characters, so as to not bias the child's response.  The stories were digitized and played through PsyScope running on a Power Macintosh.  The order in which the two characters were named was counterbalanced across items.  

[INSERT FIG. 1 ABOUT HERE]

The nine experimental items were rotated through the three experimental conditions and pseudo-randomly combined with five filler items to form three lists, presented both forward and backward and with the first-mentioned character on either the left or the right (total number of lists = 12).  Two of the filler items were designated as practice items and placed at the beginning of all lists.


After hearing each story, the child was handed a toy (e.g. a play carton of milk) and asked “Can you show me who wants the milk in Elmo’s story?”  The child then gave the toy to one of the two puppets, thus indicating their interpretation of the pronoun.  If the child changed the response, only the first one was counted in the final analysis.  The story then continued, e.g. “Panda Bear wants a sandwich”, and the child was presented with a toy sandwich to give to the other puppet.  The story continuation always used a name, and was chosen from two alternatives such that it always mentioned the character that the child had not given the previous toy to.  Only the response to the first part of the story was counted in the analysis.


The five filler trials were identical in format to the experimental stimuli, except that a name was used in the second sentence, e.g. “Panda Bear and Puppy are playing in the bathtub.  Puppy wants the ducky.”  These trials were used as diagnostics of the child’s ability to pay attention and perform the task; three or more errors resulted in the exclusion of that child from the analysis.

Eye movement data.
As a secondary source of data, we also recorded a close-up picture of the child’s face, which was used to code the direction of the child’s eye gaze during the pronoun and immediately after (see Swingley, Pinto & Fernald, 1998, and Snedeker, Thorpe & Trueswell, 2001, for similar procedures).  A video recorder was placed across the table from the child, and was trained on the child’s face only.  The characters were placed on either side of the child, but out of view of the camera, thus enabling the coder to be blind to the experimental condition. The sound was also turned off during the coding of eye movements so the coder wouldn’t know the condition of that trial.  The signal from the video recorder was sent to a frame-accurate Sony DSR-30 digital VCR, which recorded 30 images per second.  Sound was recorded through a microphone that was connected directly to the digital VCR, yielding frame-accurate sound. 


However, the experiment was originally designed as an off-line task, so the on-line data were only included as supplementary data, for three reasons.  First, the “correct” referent of the pronoun could only be identified in two of the three conditions.  It is possible to compare eye movements in the two different-gender conditions with each other, but in the same-gender condition both interpretations are possible.  Second, we expected a possible baseline problem.  Unlike in Arnold et al. (2001), where an inanimate object was mentioned immediately before the pronoun, in the current experiment the last thing mentioned before the pronoun was the second-mentioned character.  We anticipated that children might have a tendency to be looking at character 2 at the onset of the pronoun, which could make it difficult to observe pronoun-driven fixation preferences.  Third, the task in the current experiment did not require the children to manipulate the objects or verify that the story matched a picture (again unlike that in Arnold et al., 2001).  This opened the possibility that eye movements to the characters may not be time-locked with the linguistic input.

Results and Discussion.


A.  Adult controls. For comparison to the child results, 12 adults participated in an off-line experiment in which the structure and content of stimulus materials followed the same format and in most cases were identical to the stimuli for the child experiment.  The stories were recorded by the same speaker, using the same prosody, tempo, and rhythm.  Unlike the child experiment, characters were presented as pictures on a computer screen, and adults answered the questions by clicking on one of the two characters.   Also, nine additional filler trials were used.

The results from the adults are shown in Figure 2 in terms of the % of items on which the participant chose the first-mentioned character (averaged across participants).  As expected, participants tended to choose the correct character in the two different-gender conditions, and showed a first-mention bias in the same-gender condition.  

[INSERT FIG. 2 ABOUT HERE]

Analyses of variance over arcsin-transformed participant and item means showed a main effect of condition (F’s > 38, p’s < .001).  There was no significant effect of location of first-mentioned character (right/left; F’s < 3, p’s > 1).  Crucially, responses in all three conditions differed from chance (chance = .5; t’s > 3, p’s <.006), showing that adults interpret pronouns systematically, even when they are technically ambiguous (as in the same-gender condition).  

A surprising number of errors occurred in the different-gender / 2nd-mention category, suggesting that the first-mention bias can even lead to errors.  This may have been especially likely to occur in cases like this, where participants were less familiar with the characters.  Unlike with the child participants, we did not explicitly discuss the gender of the characters, which may have resulted in some confusion about the gender of certain characters.

B. Children: Diagnostic data.
All children included in the analysis showed evidence of understanding the task by choosing the correct character on at least three of the five filler trials, which did not include any pronouns.  Two of the fillers named the first-mentioned character in the critical sentence, and three named the second-mentioned character.  Table 1 shows that children from both age groups performed equally well on the two types of fillers (t’s < 1.5).

[INSERT TABLE 1 ABOUT HERE]

C.  Older children (ages 4;1-5;0 years).
The pronoun response data from the older children (Figure 3) are similar to those from the adults for the different-gender conditions: they mostly chose the gender-matched referent.  But unlike adults, in the same-gender condition they did not tend to prefer either character.  T-tests show that their responses differed from chance in both different-gender conditions (t’s > 6, p’s  <.001), but not the same-gender condition (t’s < 1, p’s > .3).  The same pattern occurred for both boys and girls.

[INSERT FIG. 3 ABOUT HERE]


These data are consistent with the on-line findings of Arnold et al. (2001), suggesting that 4;6-5;0 year old children are adept at using gender to interpret pronouns, but they have not adopted a first-mention strategy even for globally ambiguous stimuli.  That is, even when they are provided ample time, children do not resort to using order-of-mention.  However, there is some indication that the older children were sensitive to the tendency for pronouns to be used for accessible referents, at least egocentrically -- that is, they took pronouns to refer to entities in their own focus of attention.  In the same-gender condition, the subject's gaze at the time of the pronoun partially predicted their response.  The first character was chosen in 78% of the items where the subject was fixating on the first character at the onset of the pronoun (N=23), and in only 52% of the items where the subject was fixating on the second character (N= 25, (2=2.6, p=.06).  

D.  Younger children (ages 3;6-4;0 years).
The response data for the younger children also show better use of gender than order-of-mention.  However, the younger children appear to have a weaker use of the gender cue than the older children.  Their responses in the different-gender conditions tend in the same direction as those of the older children, but are more variable and tend toward chance.  In the same-gender condition, their responses were also at chance (t’s < 1, p’s > .5), but their fixations at the pronoun onset did not predict their interpretation.


Interestingly, the strength of the gender cue appears to differ by both age and condition.  

The younger children match the abilities of the older children in the different/1st-mention condition, choosing the correct referent reliably (t’s > 8, p’s < .001).  But in the 2nd-mention condition, where the older children reliably choose the 2nd-mentioned character, the younger children's responses are not statistically different from chance (t’s < 2.5, .05 < p’s < 1.0).  An ANOVA of the subject and item means for all children supports this pattern by revealing an interaction between experimental condition and age (F1(2,90)=3.5, p<.05; F2(1,8)=8.1, p<.005).


A closer look shows that this pattern is complicated by a difference between boys and girls (see Figure 4).  The girls performed like the older children, choosing the gender-matched referents in both different-gender conditions (t’s > 3), but choosing randomly in the same-gender condition (t’s < 1).  By contrast, the boys only showed a preference in the different-gender/1st-mention condition (t’s > 5), and were at chance in the other conditions (t’s < 1).  The difference between boys and girls is also partially supported by an ANOVA of the subject and items means for the younger children, including only different-gender conditions.  This shows an interaction between condition and gender (boys vs. girls) but only in the items analysis (F1(2,44) = 0.797, p=.457; F2(2,16) = 7.8, p<.05).  This difference cannot be attributed to age, since the average ages of these subgroups are 45.8 months for boys and 44.8 months for girls.  

[INSERT FIG. 4 ABOUT HERE]


Thus, it appears that the children who use gender more weakly also show a dissociation in the degree to which they succeed in the different/1st-mention and different/2nd-mention conditions.  This seems to suggest that as children begin to acquire the ability to use gender, they understand gender-marked pronouns better when they refer to first-mentioned characters. Why is this?

To understand why children initially perform better in the different-gender/1st-mention condition, we need to understand the processes underlying their responses.  There are several requirements for performing correctly on the different-gender trials: 1) know the gender of the characters, 2) know the names of the characters, 3) be able to assign a referring expression to a single character in a context with two characters, 4) know that “she” maps to girls and “he” maps to boys, 5) know that gender information cannot be over-ridden by accessibility, and 6) have the processing capacity to apply this knowledge while dealing with additional incoming information. 

We can be fairly confident that the children knew the names and gender of the characters, since this was established before the experiment began.  This is consistent with research on gender knowledge in young children, which suggests that children are able to reliably distinguish females and males by age 2.5 (Martin, 1993; Fagot and Leinbach, 1993).  We also know that they are able to perform the task of assigning a referring expression to one of two characters, given their performance on the diagnostic trials.  

Therefore, it is possible that boys aged 3;6-4;0 have trouble mapping between pronouns and the real-world gender.  This may occur because they have trouble accessing information about the characters' genders during processing.  During the pre-experiment testing period they named the characters' genders with ease, which suggested that they do have solid representations of the genders.  However, using this information on the fly is another matter.  Even though our off-line task allowed children plenty of time to answer, the pronoun still had to be interpreted while simultaneously dealing with the rest of the sentence.  

It is important to realize, however, that all the children demonstrated nearly adult-like performance when there was more than one cue pointing toward the same referent, even those who had trouble in the different/2nd-mention condition.  Similarly, most naturally-occurring pronouns are used in contexts where multiple cues, both linguistic and non-linguistic, are present.   The contrast between their performance in the different-gender conditions is consistent with the following potential interpretation.  It may be that order-of-mention is present very young, but only as a supporting cue.  Children may learn that pronouns refer to entities that are in the focus of attention, where the child's ability to identify the joint focus of attention is limited to the partial use of numerous cues.  Order-of-mention, as a relatively unreliable cue, is not strong enough to produce consistent responses by itself (as evidenced by the chance performance in the same-gender condition).  When other cues are absent, children may simply assume that the pronoun refers to the entity that is in their own focus of attention, or that it can refer to any compatible referent.  This interpretation is speculative, but it is consistent with findings that very young children interpret globally and temporarily ambiguous referring expressions by choosing a compatible referent, rather than expecting the speaker to identify a unique referent (Flavell, Miller, and Miller, 2002, p. 298; Trueswell et al., 1999).  If children initially have an impoverished ability to map pronouns to gender, or if they do not know that the gender cue is inviolable, they may assume that any character they choose is the correct one.  It is only when both order-of-mention and gender point to the same referent that they consider the linguistic input to be strong enough to drive their interpretation of the pronoun.  Again, somewhat speculatively, the data suggest that as children develop, they ‘latch onto’ the gender cue, temporarily over-relying on this cue over other partial cues, such as order-of-mention.  

E.  Eye-movement data.
Our research focus here is on how children develop adult-like mechanisms for interpreting pronouns on-line, during ecological tasks that both provide a context and require the child to attend to numerous kinds of information.  In this regard it is important to probe the time course over which different kinds of information are brought to bear.  Do children initially use gender as an off-line cue, or is it applied rapidly from a very young age?  Data from Arnold et al. (2001) suggested that 5-year-olds used gender just as quickly as adults, starting about 400 ms after the pronoun. 


Eye-movement data from the current experiment suggest that 4;1-5;0 year-old children are also using gender information on-line.  The video record of the child’s face was coded in terms of whether the participant was looking at the object to the right or the object to the left, for each 33-msec frame on the digital video tape.  We began coding at the onset of the pronoun in the story, and continued for a minimum of 3 seconds, or until the child began to pick up the object that was presented by the experimenter.  Other potential fixation categories were a) experimenter 1, b) experimenter 2, c) center (usually the toy), d) else, or e) track loss.  Track loss occurred primarily when the child blinked, and accounted for 3% of the data overall.  Inter-coder reliability with this schema showed 87% agreement on the location fixated, and +/- 0.4 frames agreement for fixation onset.


The primary result from the eye movement data was that the older children, who all succeeded in using gender off-line, showed use of gender starting at 800 ms after the pronoun.  That is, they looked more at the first-mentioned character in the different/1st-mention condition, and more at the second-mentioned character in the different/2nd-mention condition.  By contrast, the younger children (both girls and boys) showed no preference for either character during this time period.  In the same-gender condition, children in both age groups tended to fixate equally on the two characters at almost every point in time, matching their off-line responses where their choices were at chance.

Figure 5 shows the eye movements in the different-gender conditions for the two age groups.  The x-axis plots the “first-mention advantage” (% looks to the first mentioned character - % looks to the second mentioned character).  Thus, positive numbers indicate more looks to the first mentioned character, and negative numbers indicate more looks to the second mentioned character.  Each point represents the average percentage looks over a 400 msec segment.

[INSERT FIG. 5 ABOUT HERE]

Analyses of variance were performed over arcsin-transformed subject means for each segment, comparing the two different-gender conditions.  For the older children there was no significant effect of condition for the first two segments (F’s <2, p’s > .2), but segments 3 and 4 both showed a significant difference between the different-gender conditions (F’s > 6, p’s < .005).  The younger children showed no difference between the conditions at any segment (F’s < 1, p’s > .4).

It might seem surprising that neither the younger girls nor younger boys show any reliable tendency to look at the correct character, even in the different/ 1st-mention condition.  However, their eye movements are heavily influenced by the fact that they were looking at character 2 more than character 1 at the onset of the pronoun.  We had anticipated this baseline problem, since character 2 was the last thing mentioned before the pronoun.  This resulted in the same general pattern of eye movements across all three conditions: initially more looks to character 2, followed by roughly equal looks to both characters.  This problem was not present in the older children, resulting in a significant effect of age between 0 and 400 msec in an omnibus ANOVA over all three conditions and both age groups (F’s > 4, p’s <  .05).

Conclusions

The main finding from this study is that children learn to use gender before order-of-mention.  All children aged 4;1-5;0 and girls aged 3;6-4;0 were able to correctly interpret the pronoun when it was gender marked, but showed no preference when the pronoun matched the gender of both characters in the story.  This earlier use of gender is consistent with on-line results (Arnold et al., 2001), and the notion that cue reliability plays an important role in learning. “She” almost always refers to a female character, and “he” almost always refers to a male character.  


Why do young children not follow a first-mention strategy, like adults?  It may seem surprising that children are not more attuned to order-of-mention as a cue to accessibility.  Almost all areas of language use require participants to be able to follow the same topic and identify certain referents as jointly accessible.  By contrast, gender is a minor morphological cue, and only relevant for pronoun interpretation.  


However, learning to use order-of-mention is a complex task.  Children must learn not only that pronouns refer to accessible entities, but that accessibility is jointly constructed -- at least that the speaker must have some evidence that an entity is accessible to the listener, as when the listener is looking at an object.  Furthermore, they must learn that first-mentioned entities are treated as accessible by others, for example because they tend to continue talking about them (Arnold, 1998).  Once these patterns are learned, children still need to learn that order-of-mention can be overridden by other cues to accessibility, and by other cues to pronoun identity, like gender.  These properties of order-of-mention also mean that it is relatively unreliable.


Order-of-mention is additionally hard to learn because it is rarely the most available cue to referent accessibility.  It only occurs in cases where two entities are mentioned in the same utterance, which is likely rare in simple, child-directed speech.  And even in such utterances, other cues to accessibility frequently co-occur.  First-mentioned entities are usually those that have been recently mentioned and are in focus for other reasons.  Consider the following exchange between 4;10.0 -year old Adam and his mother (Brown, 1973).  Evidently Adam is trying to put on a badge.

Adam:
Ursuler@c # when I put dis on it keeps falling off me.

Mother:
maybe I can help you fasten it.

The underlined "it" refers to the entity first mentioned in the preceding sentence ("it keeps falling off me").  However, this is hardly the most important cue -- this pronoun can be easily interpreted because the child is physically attending to it, because it is the focus of the entire exchange, and because it is the only salient entity that can be fastened, or referred to as "it".  The richness of the contexts of normal language use allows children to understand most pronouns without having adopted an order-of-mention strategy. 


This feature, in and of itself, may also help children learn the association between first-mention / subject position and importance to the discourse.  Children can use a variety of cues to understand pronouns, and in doing so accumulate a database of the kinds of contexts that pronouns occur in -- and more generally, the kinds of entities that are treated as accessible by their interlocutors.  Eventually a child will encounter situations in which it is helpful to assume that the first of two entities in an utterance should be considered the more accessible one.  These situations may be more likely to occur in situations with limited contextual support, for example in written stories, which children are more likely to encounter as they get older.

 
In the meantime, other cues may lead children to focus on the same things as their interlocutor -- e.g. eye gaze, repeated mention, or physical salience. Most experiences with language also involve an older and wiser conversational partner, who may adjust to the child's focus of attention (see Shober, 1998, for similar findings with adults of different abilities).  The children in our study may have depended on their conversational partner (Elmo) to adjust to their needs in this way, assuming that the pronoun in the same-gender condition referred to the character they were attending to. 


The idea we are proposing is that children learn order-of-mention through its association with other indicators of accessibility.  This idea is consistent with evidence that children can use accessibility cues to interpret pronouns, in situations where several cues point to the same interpretation (Song and Fisher, 2001).  It is also consistent with our finding that the youngest group in our study, especially the boys, performed best when gender and order-of-mention pointed to same referent.


Our finding that children initially performed better when the gender-matched referent was also the first-mentioned one has the surprising implication that very young children are partially sensitive to order-of-mention.  However, this cue remains very weak, and is not observable on its own until some time after age 5.  This pattern is different from that observed in other domains, where weak cues are more likely to be observed when other cues are less constraining (e.g., Arnold, 2001; Garnsey, Pearlmutter, Myers, and Lotocky, 1997; MacDonald, Pearlmutter and Seidenberg, 1994; Spivey-Knowlton and Sedivy, 1995).  The difference here is that order-of-mention is just one cue to accessibility.  Children may consider other accessibility cues to be more important - including their own capricious view of what's accessible.  


Our findings also suggest that children are able to build upon their partial understanding of one source of information by integrating another, also partially understood source of information.  More reliable cues, like gender, emerge earlier as stable guides to pronoun interpretation.  Weaker cues, like order-of-mention, initially exert pressure only as supporting cues.  As children develop the ability to depend on gender, the weak influence of order-of-mention disappears, even as a supporting cue, as if they over-emphasize gender temporarily during development.


Our findings are more generally consistent with the view that children, like adults, process language by integrating multiple, partially redundant and probabilistic constraints about the pronoun referent and the joint focus of attention of speaker and addressee.  The overlap of these cues provides useful information to the language learner, allowing the child to interpret pronouns in real time and thus gather information about additional cues that may facilitate processing in the future.
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Tables

Table 1: Average percentage correct responses on filler items.


1st-mention fillers
2nd-mention fillers

Younger children (3;6-4;0 years)
80%
82%

Older children (4;1-5;0 years)
84%
84%

Figure Captions

Figure 1: experimental set-up. 

Figure 2: Results from Experiment 1 (adult participants): % first-mention responses in each condition. *=p<.05.  All subjects chose the first-mentioned character in the different-gender / 1st-mention condition.

Figure 3: Results from both older and younger children in Experiment 2: % first-mention responses in each condition. * = p<.05 .

Figure 4: Results from Experiment 2 for younger children only (ages 3;6-4;0), split by gender: % first-mention responses in each condition. *=p<.05.

Figure 5.  Eye movement data, showing the % first-mention advantage (% looks to character 1 - % looks to character 2), for each 400-msec segment.  Top panel: younger children (3;6-4;0 years).  Bottom panel: older children (4;1-5;0 years).
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