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ABSTRACT

This paper reviews research on the production of referential expressions, examining the choice between explicit and attenuated lexical forms (e.g., pronouns vs. names), and between acoustically prominent and attenuated pronunciations. Both choices can be explained in terms of addressee-design, in that explicit expressions tend to be used in situations where the referent is relatively hard for the addressee to identify. At the same time, research on the mechanisms of reference production has identified some limits to the role of addressee design during reference production. 


Speaking consists of talking about things, which requires referring to them. And when people refer, they constantly make choices, consciously or not, about how explicit to make the referring expression. Speakers choose between pronouns and more explicit forms of reference (it vs. the cat), between more and less detail in descriptions (the brown cat vs. the cat), and between more and less acoustically prominent pronunciations. How do speakers do this? 


The traditional explanation of this choice has emphasized the role of designing referential expressions so that the addressee can efficiently identify the referent. Speakers tend to use attenuated expressions (like pronouns or deaccented forms) when the referent is assumed to be in the focus of attention of the listener (e.g., Brennan, 1995; Chafe, 1976, 2004; Gundel, Hedberg, & Zacharski, 1993; Prince, 1981; Grosz & Sidner, 1986; Grosz, Joshi, & Weinstein, 1995). Likewise, speakers are sensitive to the ambiguity of potential referring expressions. For example, gendered pronouns are used more often when the situation contains two characters of different genders than two characters of the same gender (Arnold, Eisenband, Brown-Schmidt, & Trueswell, 2000; Francik, 1985). That is, referring expressions tend to be attenuated in circumstances that should facilitate identification of the referent for the comprehender. This observation has led to the general view that the speaker's main job is to choose referring expressions in such a way as to make them easy for the listener to understand.


This "addressee-oriented" view of reference production fits well with other evidence about language use. Language is, after all, primarily used for communication. Speakers utilize detailed assumptions about common ground between themselves and their addressees (Clark, 1996). They speak in the language that they expect their addressee to know. They use lexical terms appropriate to community membership. They modulate word pronunciation based on their social identity and that of their addressees (e.g., Bell, 1984).


On the other hand, research on the processes of language production has demonstrated that some production decisions are not directly affected by concern for the interpretability of the resulting utterance -- even in cases where it might matter greatly to the communicative task. Speakers do not consistently avoid syntactic ambiguity with word order (Arnold, Wasow, Asudeh & Alrenga, 2004), or with optional that complementizers (Ferreira & Dell, 2000; Ferriera, 2003). While speakers do tend to use prosody that disambiguates syntactic structures, in some studies such disambiguation occurs regardless of whether the context makes such disambiguation necessary (Kraljic & Brennan, 2005; Schafer et al., 2000). Brown & Dell (1987) investigated the mention of instruments in the re-telling of stories (e.g., knife, ice pick). They found that decisions to mention the instrument were unaffected by speakers' beliefs about addressee knowledge. Even though these processes are sometimes influenced by addressee needs (see Haywood et al., 2005; Lockridge & Brennan, 2002 Snedeker & Trueswell, 2003), the point here is that under some circumstances there appear to be limits to addressee-oriented processes.


This paper examines the production of definite referring expressions from both addressee-oriented and speaker-oriented perspectives. The focus will be on the choice between more- and less- attenuated expressions, e.g. between pronouns and names or descriptions (it vs. the block), between more or less explicit descriptions (the red block vs. the block) or between acoustically attenuated and prominent versions of a particular expression. Although this paper describes research on nominal referring expressions, event reference is sensitive to many of the same issues (see Kehler & Ward, 2004). This paper also focuses on spoken language. Speaking is the most basic form of language use, and requires on-line integration of information about the context and addressee's knowledge in a more dynamic way than writing does. It therefore presents a good testing ground of the interplay between speaker-oriented and addressee-oriented processes during reference production.

DISTINGUISHING SPEAKER-ORIENTED FROM ADDRESEE-ORIENTED PROCESSES


There are many different ways that the speaker might design referring expressions for the addressee. Addressee-design requires drawing assumptions about what the addressee is likely to know, but these assumptions can be made at different levels of specificity. Schober & Brennan (2003) distinguish between specific and generic addressees. Speakers might aim to produce expressions that will be understandable for any generic addressee, e.g. someone who doesn’t know the intended meaning. On the other hand, speakers might take into consideration evidence of what a specific addressee is likely to know, on the basis of community membership, or the speaker’s prior experience with that particular person.

There is good evidence that speakers do consider the fact that another person needs to understand their reference. People can understand descriptions of abstract novel objects more easily when it was designed for another person than for the speaker herself (Fussell & Krauss, 1989a, 1989b). Speakers also refer differently for different kinds of people. In another experiment, descriptions of novel objects were easier to understand when they were generated by a friend than by a stranger (Fussell and Kraus, 1989b). Fussell & Krauss concluded that speakers made use of shared knowledge with friends to tailor their descriptions.

Speakers also can tailor references based on assumptions about community membership. For example, New Yorkers described landmarks differently when talking to a fellow New Yorker than when talking to a visitor (Isaacs & Clark, 1987). Students who were asked to describe pictures of famous people also provided more information when referring to people who were assumed to be less identifiable, based on shared community membership (Fussell & Krauss, 1992). However, their estimates of referent identifiability were biased in the direction of their own knowledge of the famous name, which was manipulated by providing the name in some conditions. Fussell & Krauss also found that while people could estimate referent identifiability based on gender stereotypes, they did not modulate the amount of information they provided based on the gender of the addressee. This suggests that while some amount of addressee design informs the content of referential expressions, it does not affect all possible processes.

The speaker’s prior experience with the specific addressee in a particular discourse situation also has an effect. In Clark & Wilkes-Gibbs's (1986) classic tangram study, pairs of participants performed a referential communication task (see also Fussell & Kraus, 1989a; Glucksberg & Krauss, 1966; Glucksberg, Kraus, & Weisberg, 1966), in which one participant described geometric shapes so their partner could put them in order. As pairs of participants repeated the task, they coordinated shared terms of reference. This facilitated later trials, in which descriptions became increasingly shorter and more effective. Brennan & Clark (1996) proposed that speakers and addressees form conceptual pacts, which determine their perspective on objects that can be described in multiple ways, e.g. pennyloafer or shoe (see also Metzing & Brennan, 2003). They found that speakers were more likely to continue using the established term when continuing to talk with the same addressee, even if that term was too specific than required for later references. However, speakers were more likely to abandon that conceptualization when speaking with a new partner. 

The evidence described above shows that people are good at making assumptions about what a particular speaker should know, in a particular situation, and that these assumptions drive reference production. That is, speakers are able to assess who their audience is -- both in terms of shared personal experience, and assumptions about community membership (see Clark, 1996, for a discussion). We can call these global assumptions about the addressee. These are decisions that can be made once for a single addressee, or a single situation. 


While global assumptions about the addressee impact some referring decisions, they do not explain when and why speakers use attenuated expressions like pronouns, null anaphors, or why some words are more acoustically attenuated than others. These choices, it has been suggested, are modulated by assumptions about the cognitive status of the referent, where people focus their attention more on some discourse entities than others (e.g., Ariel, 1990; Chafe, 1994; Gundel et al., 1993; Prince, 1992). That is, the speaker needs to make local assumptions about what their addressee knows or is attending to at each point in the discourse. Making inferences about the addressee's focus of attention is different from the global assumptions mentioned above, because local inferences require a dynamic model of the current situation. While the speaker can make a single calculation of the addressee's community membership and relationship to the speaker, a more temporally fine-grained model is needed to account for what the addressee is most focused on at different points in a discourse.

If the speaker is referring to something that is not currently in the focus of attention of the addressee, a more explicit referring expression is necessary for successful communication, e.g. the cup on the top shelf or that one over there. If the referent is assumed to be in the addressee's focus of attention, it is considered easy for the listener to access, making attenuated expressions like it or that sufficient for reference (and more efficient for the speaker). On some accounts, the explicitness of the expression is a signal to the listener about where to look for the referent, so reference to focused entities is most appropriate with an attenuated expression (e.g., Ariel, 1990), and an over-explicit expression may cause difficulty for the listener (c.f. Gordon, Grosz, & Gilliom, 1993). However, if speakers assume that listeners have the same focus of attention as they do, then they may not need to model the listener explicitly.


The rest of this paper will focus primarily on the question of how reference is impacted by local, dynamic assumptions -- at either the generic or specific addressee level. I will begin by considering how reference production changes according to the referent's discourse status, i.e. the way that the referent has been treated in the discourse up to that point. A variety of discourse features have been claimed to make referents accessible, allowing the use of pronouns or other attenuated expressions for subsequent references. This raises questions about whether accessibility is calculated on the basis of speaker or hearer knowledge, and why the discourse constrains focus of attention in the way that it does. 

THE ROLE OF THE DISCOURSE HISTORY ON REFERENT ACCESSIBILITY


There is a rich literature establishing that reference production varies according to a variety of features of the discourse. The broadest distinction that impacts referring choices is whether the referent is given or new (Chafe, 1976, 1994; Gundel, 1988; Prince, 1992). Entities that have previously been mentioned can be assumed to be in the addressee's mental model of the discourse, and therefore should be more accessible. Givenness has been used to account for some of the conditions that make definite reference acceptable (e.g., Birner & Ward, 1994; Gundel et al., 1993; Prince, 1992). For example, in an analysis of a written letter, Prince (1992) found that reference to something previously mentioned was frequently definite (e.g., using definite articles like the or this, or pronominal (this, that, it, he, she, etc.)

The contrast between given and new information can be considered as a broad distinction between information that is or is not already in the speaker and listeners' discourse models. This often means that the referents have been previously mentioned, although not always. In some cases people may be thinking about unmentioned things, e.g. if they are visually salient (What is that!??), or entities that are mutually important to speaker and addressee (e.g., one parent to another about their baby: Is she sleeping?). And in many cases given referents are not accessible enough to be pronominalized. Indeed, the choice of referring expressions is sensitive to a much finer-grained distinction between entities that are in the discourse model. 

Some entities are given and extremely prominent; others are given but less prominent. And speakers choose referential expressions differently according to the how prominent the referent has been in the context of the discourse. In particular, speakers use attenuated forms for reference to things that are highly accessible (e.g., Gundel et al., 1993). The most highly attenuated forms of reference are pronouns and zeros. English has zeros in restricted situations, like ellipsis (e.g., Jane ate breakfast and Ø went to work), but some languages allow freer use of null reference, like pro-drop in Spanish (Ø quiero comer / Ø want(1st-person) to eat)). 

The use of pronouns and zeros is correlated with a number of discourse characteristics, which are assumed to confer prominence on the entity. A strong predictor of pronoun use is the recency with which something has been mentioned, where information mentioned in the previous clause is considered the most accessible, and most likely to be pronominalized (e.g., Arnold, Bennetto, & Diehl, 2007; Chafe, 1994; Givón, 1983). Recency does not operate within a syntactic clause, however. Instead, entities that appear as the grammatical subject of a clause are perceived as more accessible than grammatical objects or obliques. Subjects tend to be later pronominalized (John called Sue. He wanted to say hi, but objects and obliques are less likely to receive pronominal referents. (Arnold, 1998). In English, the grammatical subject is often the first-mentioned entity in a sentence, which has also been argued to be a prominent position (Gernsbacher & Hargreaves, 1988). But in studies of languages where order-of-mention and grammatical position can be dissociated, like Finnish, both have been shown to have effects -- although each one influences the use of different pronominal forms (Kaiser & Trueswell, 2007). One explanation for why grammatical role affects referent accessibility is that speakers signal their focus of attention to the addressee by the way that they phrase things, i.e. that by placing something in subject position, they are signaling that it is the focus of their own attention (Brennan, 1995, p. 145). 

While grammatical function constraints referential accessibility, its effect is modulated by the position of the subsequent referring expression. Attenuated expressions are most likely when the referring expression is in a parallel syntactic position, e.g. Kate called Matt at work, and then she called him at home), and less likely when they are in non-parallel positions, e.g. Kate called Matt and then Matt called Kate back (Sheldon, 1974; see also Grober et al., 1978, Springston, 1975). Although evidence for subject bias and parallelism can often be confounded, an analysis of the use of pronouns and null anaphors in written texts reveals that both affect the use of pronouns and zeros, in several languages (Arnold, 1998, 2003). 

In addition to syntactic prominence and syntactic parallelism, speakers are also sensitive to the thematic roles of recently mentioned entities. Although these biases co-occur, each can be shown to exist independently (Arnold, 1998; 2001). For example, verbs of transfer create a focus on the goal entity more than the source entity, e.g. Lucas gave a ball to Valentina…., leading it to be pronominalized more in subsequent utterances (Arnold, 1998; 2001; see also Stevenson et al., 1993). Thematic effects have also been established in pronoun comprehension tasks, for example where the implicit cause of an event is perceived as more salient, and the more likely referent of a pronoun (e.g., Ehrlich, 1980; Garnham, Oakhill, & Cruttenden, 1996; McDonald & MacWhinney, 1995; Stewart, Pickering, & Sanford, 2000). In an experiencer-stimulus verb like admire, causal implicity highlights the non-subject argument, as in Paige admired Alessandrai because shei could run fast. It is important to note, however, that thematic effects are modulated by the coherence relation between the two clauses in question (Kehler, 2002), for example implicit causality biases are dependent on a causal interpretation, as when the second clause begins with because. 


One account of how focus of attention affects reference production is Centering Theory (e.g., Brennan, 1995; Grosz, Joshi, & Weinstein, 1995; see also papers in Walker, Joshi, & Prince, 1998). According to Centering, there is a single entity that is considered to be the most focused one at each point in the discourse: the backward-looking center. This is defined as the entity that was also mentioned in the last utterance, in the most prominent syntactic position. All other entities that are implicitly or explicitly evoked in an utterance constitute the list of forward-looking centers. This is the list of all entities that could potentially be referred to in the subsequent utterance; the most syntactically prominent one is considered to be the most likely backward-looking center of the following utterance. 

A key idea in Centering is that focus of attention is driven by syntactic prominence in an utterance: grammatical subjects are most prominent, followed by objects, followed by oblique arguments (Brennan, Friedman, & Pollard, 1987; for other influences on ranking see e.g. Gordon et al., 1993; Kameyama, 1996; papers in Walker et al., 1998).

Centering suggests that for discourse to be coherent, the backward-looking center must be pronominalized -- at least, it must be pronominalized if the speaker uses any pronouns at all in the utterance (Grosz, Joshi, & Weinstein. 1995). This suggests that it's okay to use pronouns for other entities too, as long as the backward-looking center is pronominalized. But it also suggests that a more explicit form of reference is acceptable if no other pronouns are used (John woke up. JohnCb called Bill. JohnCb told Bill that it was time for work). Nevertheless, it has been shown that comprehension can be slowed down if the backward-looking center is not pronominalized (Gordon et al., 1993). Indeed, speakers do tend to pronominalize the backward-looking center more often than other entities (Brennan, 1995) supporting the role of syntactic prominence in the perception of discourse accessibility.

Modeling discourse accessibility

As the above review demonstrates, there is a correpondance between speakers' choices in referential expressions and the way that a referent has been previously treated in the discourse. It has been suggested that this is because the prior discourse constrains the accessibility of discourse entities.


Research on discourse processing and discourse memory suggests that accessibility is mentally represented as a property of the nonlinguistic representation of each discourse entity. In any particular discourse, speakers and listeners must keep track of each entity (both mentioned and inferred), in the current discourse and situation model (e.g., van Dijk & Kitch, 1983; Kintch, 1988; Johnson-Laird, 1983; Bransford, Barclay & Franks, 1972, Bower & Morrow, 1990; Sanford & Garrod 1981; Zwaan & Radvansky 1998). Some entities in the model are in the center of attention of the speaker, meaning that they are more accessible. 


One way to model the difference in accessibility between entities is in terms of activation of the representations of each entity (Arnold, 1998; Arnold & Griffin, 2007). On this view, entities in the discourse model vary in terms of their activation in a gradient way. It is likely that multiple entities compete for activation (see Arnold & Griffin, 2007), which means that often a single entity will stand out as the most activated one. However, activation can vary in a graded way, and it is possible for two entities to have similar levels of activation.

An alternative model of accessibility is found in Centering Theory's list of forward-looking centers (e.g., Grosz, Joshi, & Weinstein, 1995). In this model, the list of entities in a clause records their relative accessibility, e.g. where the subject is more accessible than the object, which is more accessible than the oblique. This contrasts with an activation account in that it does not distinguish between a case where the top-ranked entity is far more activated than the next one, and a case where both are closer in activation (see Arnold, 1998; 2001, for more discussion).

Is Discourse Accessibility Speaker-Oriented or Addressee-Oriented?


As described above, there is substantial evidence that the production of referring expressions is modulated by the recent history of the discourse. To the extent that the discourse constrains the way that people represent the discourse entities and events, the effects of discourse status seem to suggest that speakers care about what information is easy for their addressees to access. This view is consistent with Clark and Marshall's (1981) suggestion that linguistic co-presence is a strong indicator of common ground, in addition to visual co-presence. The value of linguistic mention makes sense: all discourse participants have good reason to believe that their interlocutors are attending to information that has been mentioned. 


This perspective has led to claims that what matters for reference is whether an entity is accessible to the addressee. For example, Chafe (1994, p. 97) says that the primary goal of the speaker is to “categorize a shared referent in a way that allows the listener to identify it". This view is supported by findings that speakers seek out evidence of addressee understanding. For example, Clark & Krych (2004) used a collaborative lego-building task to demonstrate that speakers continually monitor their discourse partners for understanding, for example using eye gaze, gestures, or the addressee's actions to infer whether the message has been understood. Moreover, the amount of information provided was closely timed with the communicative needs of the task. As the speaker described a block, the addressee might select one and demonstrate it to the speaker, eliciting confirmation of the referent. These findings suggest a fine-grained model of what the other partner knows and understands.


Nevertheless, these findings do not necessarily mean that all calculations of discourse accessibility are addressee-oriented. In many situations, the evidence about the addressee's focus of attention is indirect, as when the primary evidence is the discourse history. However, it can often be difficult to distinguish addressee and speaker-based processes. The communal nature of discourse means that speakers can frequently assume that whatever is in their own focus of attention is also in the focus of attention of their addressee, and that gradations in accessibility, as indicated by the discourse, should be similar for all discourse participants. This offers the possibility of an efficient production system: speakers can simply refer to their own mental model of the situation for the purpose of calculating the mental accessibility of any particular referent, and use that to determine the appropriate referring expression. This has the same outcome as a model that explicitly considers the addressee (even a generic one), as long as speakers are able to exclude their knowledge of what they are about to say, i.e. non-public information that affects their own focus of attention. Because discourse participants aim to have closely aligned models (e.g., Brown-Schmidt et al., 2007; Clark, 1996; Pickering & Garrod, 2004; Garrod & Anderson 1987) there is an inherent ambiguity about whether public information is modeled with the addressee in mind or not.

An example of the ambiguity of discourse information is found in the explanation of reference at discourse boundaries. Speakers and writers tend to use more explicit forms of reference after structural or temporal boundaries in a discourse (Clancy, 1980; Fowler, Levy & Brown, 1997; Marslen-Wilson, Levy, & Tyler, 1982; McCoy & Strube, 1999; Vonk, Hustinx & Simons, 1992;), or when starting a new sentence rather than continuing the same one (Arnold & Griffin, 2007). For example, even if the protagonist in a story was just mentioned with a pronoun, the writer may begin a new paragraph referring to the protagonist by name. One explanation for this is that speakers use the explicit referential form to orient listeners to the shift in discourse structure. Another explanation is that speakers themselves are experiencing cognitive load in planning the upcoming segment, which reduces their own focus of attention on the referent (Francik, 1985).


An understanding of the relationship between addressee-oriented and speaker-oriented production therefore rests upon considerations of the psychological processes underlying speakers’ choices in reference form. Although speaker decisions about reference attenuation do result in facilitated comprehension (see, e.g., Gordon et al., 1993), this does not necessarily mean that the production mechanism always has access to assumptions about the addressee’s focus of attention.


The question, therefore, is whether speakers estimate discourse accessibility by taking account of what the listener (either generic or specific) is likely to be focusing their attention on. Another way of asking this is: what makes things accessible? The view that emerges from the literature on the discourse history suggests that each of the textual factors influence the focus of attention of all discourse participants, both speakers and listeners. However, this doesn’t explain why focus of attention should vary according to so many different factors. What is it about subjecthood, order of mention, recency, focus constructions, parallelism, and other discourse factors that affects the way that people represent the discourse? Why should they all have the same effect on accessibility?

In the following section, I describe the Expectancy hypothesis. This hypothesis suggests that such diverse textual factors affect accessibility because they are correlated with the likelihood of something be mentioned again. This redirects the question of audience design to the question of why the discourse patterns occur in the first place -- and in answer to this, I provide evidence that production-internal constraints play a role.

The Expectancy Hypothesis
The Expectancy Hypothesis suggests that during language comprehension, listeners focus their attention on discourse entities in proportion to their estimation of the likelihood that the entity will be mentioned. This proposal emerges out of the finding that the above-mentioned textual factors share an additional property: they are all correlated with a relatively higher likelihood that of subsequent mention (Arnold, 1998; Arnold, Brown-Schmidt, & Trueswell, 2006; Arnold & Tanenhaus, 2007). For example, an analysis of written and spoken corpora reveals that things that are mentioned in subject position are more likely to be discussed subsequently than things mentioned in non-subject position, even when considering only utterances with more than one nominal argument or adjunct (Arnold, 1998; 1999). Similarly, speakers are more likely to refer to things in goal role than source role, things in parallel syntactic position, things in the focus position of clefts, and things that are recently mentioned (Arnold, 1998, 2001). 

The proposal is that comprehenders are sensitive to these likelihood patterns, just as they are sensitive to other frequency effects (Ellis, 2002; MacDonald, Pearlmutter, & Seidenberg, 1994; Tanenhaus & Trueswell, 1995). Comprehenders thus have detailed information about the relative likelihood that a particular referent will be important to the immediately following discourse. Through experience with language, people learn that some things (e.g., those mentioned as subjects) are more likely to be continued in the discourse than others. By focusing their attention probabilistically on the more likely referents, they can facilitate comprehension of references to those entities (Arnold, 1998; Arnold & Tanenhaus, 2007). The Expectancy Hypothesis thus predicts that discourse entities vary in accessibility in a gradient way. It also predicts that referents should be perceived as more accessible in situations where textual or non-textual factors indicate that there is a higher likelihood that it will be mentioned, thus facilitating reference comprehension. 

According to this proposal, the calculation of expectancy occurs for the comprehender. The Expectancy hypothesis thus puts the burden on comprehenders to identify what the speaker is focusing on, and adjust their own focus of attention in order to align with the speaker.
 But this has implications for production, at least insofar as it allows the possibility that speakers use their own estimation of accessibility for reference production, which minimizes the processing costs involved. This suggests that the job of aligning discourse representations is for this purpose assigned to the listener. Another way of putting this is that it is the comprehender who calculates what the speaker is focusing on. This is the result of calculating the likelihood that a particular entity will be mentioned again soon – if the speaker is likely to talk about it, then they are likely to be also focusing on this entity.
Thus, the expectancy hypothesis suggests that the way the speaker phrases things provides useful information to the listener about what the speaker is likely to keep talking about – in other words, what the speaker is likely to be focusing on. This allows discourse participants to align their mental models of the discourse. A similar idea is represented in Centering Theory’s list of forward-looking centers, which constitute the set of likely topics in the immediately following discourse (e.g., Brennan, 1995; Grosz, Joshi, & Weinstein, 1995). 

Are Discourse patterns speaker-oriented or addressee-oriented?

By focusing on the informativeness of the discourse patterns themselves, the Expectancy hypothesis turns the debate about speaker-oriented and listener-oriented processes to a new arena: why did the speaker choose to phrase things in the way that they did in the first place? Did they do so as a signal about what they are focusing on, or did they do so for other, production-internal reasons? 

Take the case of the subject bias. Let’s also assume a simple case where one person is the speaker across consecutive utterances, as in the narrative in example (1). When the speaker says and he was singing a song about the cat in line (ii), the addressee is likely to perceive the subject referent (Tweety) as more accessible than the object referent (the cat). There are several textual factors supporting this inference, one of which is the fact that the speaker refers to Tweety in subject position (Brennan, 1995; Brennan, Friedman, & Pollard, 1987). Indeed, in the next clause the speaker uses a pronoun for Tweety and a noun for the cat, confirming that he is treating Tweety as more accessible.

(1) narrative told by a boy age 12;10

i.
um tweety was sitting in his little thing.

ii.
and he was singing a song about the cat.

iii.
and then the cat saw him 

iv.
and like went into the building 

v.
and tried to get in through the front.

vi.
he couldn't get in through the front 

vii.
and got kicked out.

(Bennetto, Diehl, & Arnold, 2006; Arnold, Bennetto, & Diehl, 2007).


But the question is, why did the speaker put the reference to Tweety in subject position in line (ii) in the first place? Speakers in English are somewhat constrained by the event itself: since Tweety was doing the singing, the canonical active voice requires Tweety to be the grammatical subject. However, English does allow alternate phrasing, like passive, and the speaker could have chosen to focus on a different aspect of the event, e.g. and the cat listened to Tweety sing a song about him. 

The addressee-oriented explanation is that the speaker chose that phrasing as a signal to the addressee to focus their attention on Tweety. This explanation is consistent with the fact that listeners do seem to use subjecthood and other textual features to direct their focus of attention. The speaker-oriented explanation is that Tweety is more accessible to the speaker as he utters line (ii), and therefore is produced earlier in the utterance. 

Support for the speaker-oriented view comes from a body of work on language production, which has suggested that processing constraints on language production lead speakers to choose syntactic structures that enable them to place words and constituents earlier in an utterance if they are lexically, conceptually, or phonologically more accessible, and to delay production of less accessible elements (e.g., Arnold et al., 2000; Bock, 1982, 1986; Bock & Irwin, 1980; Ferreira & Dell, 2000; Ferreira & Firato, 2002; Ferreira & Yoshita, 2003; Wasow & Arnold, 2003, Wasow, Jaeger & Orr, 2006; Wasow, 1997). Speakers place accessible elements early, even when this results in local ambiguities (Ferreira & Dell, 2000), suggesting that accessibility effects are not driven by addressee design, but rather by the need to facilitate production by postponing more difficult words and phrases (e.g., Wasow, 1997). If speakers tend to produce accessible things early, in English this will often result in speakers using the grammatical subject position for accessible entities.

The Expectancy hypothesis shows how regular referential patterns can be useful for the addressee in aligning their discourse model with the speaker, regardless of whether they were intended for the addressee. This means that speakers can simply use their own discourse model to pick referential expressions, choosing attenuated expressions for those that are more accessible to them. Note that this does not negate the communicative nature of using attenuated expressions for accessible things. Speakers may indeed use attenuated forms for accessible referents because they want to be well understood. Furthermore, speakers must restrict their own discourse model to information that is publicly available, at least for the purpose of producing felicitous referential expressions. This means ignoring what they know they are planning to say.


In sum, the Expectancy hypothesis provides one potential account of how textual characteristics can facilitate comprehension, even if they are not produced with that intention. While this account is speaker-oriented in that it eliminates the need for explicitly modeling the addressee’s focus of attention, it accounts for how collaborative communication can arise out of simpler mechanisms. 

Disfluency as a cue to referent accessibility


If the expectancy hypothesis is correct, then listeners should be able to make use of any regularity in referential patterns will be available to addressees for the purpose of facilitating reference comprehension, even if the regularity was not produced as a signal to the addressee. This prediction is borne out in the case of disfluency.


Speakers often fail to meet their goal of fluent delivery, producing fillers like uh or um, unfilled pauses, repeated words, repaired words, or even disfluent-sounding prosody (e.g., Arnold & Tanenhaus, 2007; Clark & Fox Tree, 2002; Clark & Wasow, 1998; Goldman-Eisler, 1968; Fox Tree & Clark, 1997). One view of why speakers produce disfluent fillers like uh is as a signal to the addressee of an upcoming delay (Clark & Fox Tree, 2002). However, even if disfluency is a communicative signal, it could only be a signal about the production difficulty that the speaker is experiencing – and not a signal about the kind of thing the speaker is referring to. Nonetheless, because of constraints on the processes of production, disfluent noun phrases occur more frequently with certain types of referents. And, as predicted by the Expectancy hypothesis, reference comprehension is facilitated in situations where disfluency makes the referent predictable. 


The reason that disfluency is systematic is because it tends to occur when speakers are having some kind of production difficulty (Fox Tree & Clark, 1997). And speakers are more likely to have difficulty when referring to certain kinds of things, like discourse-new (unmentioned) objects, and novel, complex figures without conventional names. Arnold & Tanenhaus (2007) analyzed data from a naturalistic production experiment (Arnold, Wasow, Losongco, & Ginstrom, 2000), in which one participant gave instructions to another about which objects to give to which animals, e.g. and give the green horse, um, freshmint tic tacs. In each instruction, either the object or the animal was previously mentioned, making only one of them linguistically given. An analysis of each noun phrase shows that reference to unmentioned referents were more likely to be disfluent than given referents. The same effect occurred for both short noun phrases (1 or 2 words) or long noun phrases (3 or more words), demonstrating that the effect is not the result of the linguistic complexity of the noun phrases alone.


It stands to reason that discourse-new referents should be harder to describe than given ones, since reference to given referents is facilitated through the priming of representations at all levels: conceptual, lexical, and phonological. With the relatively more difficult reference to new objects, disfluency is more likely. Similarly, a naming experiment shows that speakers are more likely to be disfluent when referring to a novel, visually complex shape, like the one in Figure 1 (Arnold, Hudson-Kam, & Tanenhaus, 2006). 

[image: image1.wmf]
Figure 1. Example of a complex novel visual stimulus (Arnold, Hudson-Kam, & Tanenhaus, 2007)


Because disfluency occurs when speakers are having production difficulty, it is a clear case where production processing constraints affect the nature of the speech signal. And as predicted by the Expectancy hypothesis, comprehenders can capitalize on the systematic distribution of disfluency (Arnold, Tanenhaus, Altmann, & Fagnano, 2004;  Arnold, Hudson-Kam, & Tanenhaus; 2007; see also Barr, 2001; Bailey & Ferreira, 2003; Brennan & Schober, 2001; and Ferreira & Bailey, 2004).

BEYOND DISCOURSE STATUS: EVIDENCE FOR SPEAKER-ORIENTED EFFECTS


In sum, there is good evidence that speakers pay attention to the information that is publicly available in the discourse, which is known to guide listeners during comprehension. But this information is inherently ambiguous. While the Expectancy hypothesis suggests how discourse alignment might result from the listener’s knowledge of the most likely types of referring, it does not rule out consideration of the addressee during reference production, and even requires the speaker to consider that a generic addressee would not know what the speaker is planning to say.


In the following sections, I consider additional evidence of speaker-oriented and addressee-oriented processes during reference production. In many situations, as with the discourse history, the speaker and addressee share most of the relevant information. What we need to find, then, are situations where speakers and addressees have access to different information. First, are there any situations where speakers consider information or perspectives that are only relevant for the addressee? Second, are there any situations where the speaker fails to ignore processing effects that come from production-internal processes that are irrelevant to comprehension?

Do speakers consider the addressee's perspective?


Ambiguity Avoidance in Referring


Perhaps the clearest testing ground of addressee-oriented referring can be found in evidence of ambiguity avoidance. For speakers to design interpretable referring expressions, they must take into account not only the current focus of the discourse, but also potential competitors for candidate referring expressions (e.g., Ariel, 1990; Givón, 1983). As Olson (1970) puts it, "language is merely the specification of an intended referent relative to a set of alternatives."


One example of ambiguity avoidance is the Gender Effect on the production of pronouns. For example, Arnold & Griffin (2007) asked participants in a pilot study to tell short stories on the basis of two-frame cartoons, in which there were either two characters of the same gender (Mickey, Donald) or two characters of different gender (Mickey, Daisy). Pronouns were more frequent in the different-gender than same-gender condition (Arnold & Griffin, 2007; see also Arnold et al., 2000; Francik, 1985; Karmiloff-Smith, 1985). 


Other studies have demonstrated that speakers assess the dimension that is needed to distinguish a referent from alternatives, e.g. size, color, or position (Brown-Schmidt, Campana, & Tanenhaus, 2004; Brown-Schmidt & Tanenhaus, 2006; Ferreira, Slevc, & Rogers, 2005; Olson, 1970; Sedivy, 2003). For example, Brown-Schmidt & Tanenhaus (2006) asked participants to give instructions about objects in a display, and found use of size adjectives almost exclusively when the display contained a similar object of a different size. Their experiments additionally provided evidence that the production of the modifier was linked to the time at which the speaker fixated the contrasting item. Early looks to the contrasting item resulted in pronominal adjectives, e.g. the small triangle, whereas late looks often yielded postnominal repairs, e.g. the triangle uh small one. This shows that speakers dynamically formulate the message underlying the referring expression, as they become aware of relevant contrasts in the context.


On the other hands, there are limits to what speakers can do to disambiguate referring expressions. Ferreira, Slevc, & Rogers (2005) distinguish between conceptual ambiguities, like the big and small triangles, where speakers can appreciate the similarity of the objects via their conceptual overlap. By contrast, linguistic ambiguities, like a baseball bat and a flying bat, require the speaker to generate a linguistic referring expression and consider its overlap with different objects in the current context. Ferreira et al. showed that speakers are very good at avoiding conceptual ambiguities, but they are much less likely to produce modifiers in order to avoid linguistic ambiguities. This suggests that speakers do not consistently assess ambiguity by considering the referring expression per se, perhaps because of the processing load that it would entail to evaluate each referring expression.


In sum, speakers do aim to have interpretable referring expressions, by providing enough information for a generic addressee to pick the right object out of a set. However, disambiguation naturally depends on the speaker's detection of a potential competitor, sometimes leading to delayed disambiguation if the competitor is not detected early (Brown-Schmidt et al., 2006), or failure to disambiguate if a linguistic competitor is not detected at all (Ferreira et al., 2005).

Visual Perspective


While the characteristics of the linguistic input provide good evidence of what discourse participants are focusing on, they do not necessarily encode everything that they may be aware of. In particular, things that are visible to all discourse participants are also available as potential referents in common ground (Clark & Marshall, 1981). This raises the question of whether speakers accurately assess the addressee’s visual perspective when it differs from their own.


The typical experimental scenario for studying the role of visual perspective is to have pairs of participants communicate about objects in a scene, where some objects are occluded from the perspective of one participant (Arnold, Trueswell, & Lawentmann, 1999; Hanna et al., 2003; Keysar et al., 2000; Nadig & Sedivy, 2002). For example, Nadig & Sedivy (2002) had adults and 5 and 6-year old children give instructions to a partner to pick up objects in a display (e.g., a tall glass), where a contrasting object (e.g., a short glass) was either a) visible to both participants, b) visible only to the speaker, or c) not present at all. Both children and adults produced modifiers (e.g., tall) more often when the contrasting object was visible to their addressee. Importantly, they had participants play a guessing game after each trial to make sure they were aware of what their partner could and could not see. This suggests that speakers, even as young as 5 years of age, do consider what the addressee can see. 

However, both children and adults also produced modifiers more often when the competitor was visible only to them, compared with the no-competitor condition. In another referential communication experiment, Horton & Keysar (1996) found that adults were least likely to take the addressee’s visual perspective into account when they were under time pressure. Wardlow Lane, Groisman, & Ferreira (2006) found that when attempted to conceal the existence of an egocentric competitor, it only led to more attention on the competitor, and a greater use of redundant modification. These finding are consistent with Hanna et al.’s (2003) proposal that both egocentric and shared information affect linguistic processes probabilistically. Roughly speaking, sometimes speakers modify an object (the tall glass) because this is required for their addressee to identify the object, but sometimes they do so because they themselves are aware of another glass that contrasts in size. However, the use of redundant adjectives when they are not needed is not necessarily at odds with the goal of efficient communication; redundancy does not impose any processing penalty on the listener, and may in fact facilitate comprehension (Nadig & Sedivy 2002, p.332).


In sum, research on perspective-taking suggests that the production of referring expressions involves the consideration of differences between the speaker and addressee’s visual perspectives. This supports the more general finding that speakers disambiguate their referential expressions (Olson, 1970; Sedivy, 2003; Brown-Schmidt & Tanenhaus, 2006; Ferreira et al., 2005; see discussion above). However, decisions about when to disambiguate are imperfectly sensitive to whether the ambiguity exists from the addressee’s perspective. Again this suggests that the mechanism for achieving successful communication relies heavily on the speaker’s own perspective. This results in an efficient communicative system, because it accounts for the more usual situation in face-to-face communication, where speakers and listeners can see the same thing, and poses little difficulty when disambiguation is redundant for the addressee.

Do speakers exclude production-internal constraints? Competition Effects in Reference Production


Another approach to identifying speaker-oriented processes is to find cases where production-internal processing constraints affect reference production, even when they are irrelevant for comprehension. Such evidence comes from the finding that speakers are less likely to use pronominal forms when there is more than one animate entity in the discourse – even when referring to the most accessible entity (Arnold & Griffin, 2007). This result suggests that multiple animate entities in a discourse model compete for attention, making even the most accessible entity less accessible than in discourses where it is alone. 


Arnold & Griffin (2007) presented participants with two-frame cartoons, as in Figure 2, and the first line of a story, e.g. Mickey went for a walk {with Daisy} in the hills one day. The target character (Mickey) was larger and more interesting in the second panel, to encourage participants to begin their continuation with reference to this character, even when the second character was also present.

[image: image2.wmf]
Figure 2. Example of visual stimuli for Exps. 1 and 2 in Arnold & Griffin (2007).  Left: two-character, different gender context; Middle: Single-character context; Right: Two/one context. 


We examined the rate of producing a pronoun to refer to the target character across the three conditions pictured in Figure 2. In all items, the target was mentioned as the subject of the context sentence, and thus was the most accessible entity in the discourse. Furthermore, the second character (if present) was of a different gender than the target character. This meant that the use of a pronoun would create no ambiguity. Since ambiguity avoidance was not an issue, and the target was the most accessible entity in the story in all conditions, there should have been no difference in pronoun production across conditions.


We found that speakers were less likely to use a pronoun in the two-character context than the single-character context (e.g., 67% pronouns in the single-character context, and 29% in the two-character context in Experiment 2). These results suggest that the presence of a second character requires the speaker to distribute their attention over more entities, resulting in lower activation for even the most accessible entity. What matters is the presence of the second character in the discourse, and not in the second panel: A similar low level of pronouns was observed for the hybrid context where two characters were present in the first panel and the story, but only one in the second panel (33%). 

The competition effect suggests that the mechanism for calculating accessibility during reference production is affected by the limits of dividing attention between multiple entities. This constraint is a characteristic of the internal processes of the speaker, but is not a part of the discourse model per se. 

ACOUSTIC PROMINENCE AND ACCENTING


The discussion so far has centered on the speaker’s choice between explicit referring expressions (the cat) and attenuated ones (it; Ø). But in addition to lexical explicitness, speakers also vary in the degree to which an expression is acoustically prominent. Acoustic prominence often means that a word receives a pitch accent (e.g., Bolinger, 1986; Ladd, 1996; Pierhumbert & Hirschberg, 1990), while the lack of an accent results in a low prominence pronunciation.

Acoustic prominence tends to occur in the same conditions as lexical explicitness. The most frequently cited generalization is that speakers use unaccented expressions for given referents, and accented expressions for new (Brown, 1983; Chafe, 1974; Prince, 1981). However, recent studies have demonstrated that givenness is only a rough measure. Unaccented tokens are most likely to occur for reference to highly accessible referents, whereas accented tokens can refer to either given but less-accessible entities, or new entities (Hirschberg, 1993; Hirschberg & Pierrehumbert, 1986; for a review see Venditti & Hirschberg, 2003). For example, Terken & Hirschberg (1994) analyzed productions of descriptions like The cone touches the ball. The cross touches the ball. They found that object descriptions tended to be accented more often for reference to new (unmentioned) objects than given ones, but also tended to be accented more often for reference to an object in a syntactically nonparallel than a parallel position. Likewise, Wolters & Beaver (2001) found in a production experiment that pronouns tended to be accented more often when the referent was not the grammatical subject of the previous utterance (also see Brennan, 1995).

Although pitch accents cannot be fully described in acoustic terms, they tend to result in longer duration and greater intensity (e.g., Ladd, 1996). Even when accenting is held constant, speakers vary the acoustic prominence of referential expressions according to the accessibility of the referent. For example, Watson, Arnold, & Tanenhaus (2007) asked speakers to describe objects moving on a computer display, where the object varied in how central it was to the discourse, based on previous instructions. In the most highly focused condition, (a), it had been moved twice previously (Put the bed under the candle. Put the bed under the sock. Put the bed….). Other conditions made the target increasingly less accessible: (b) it had been moved once before, (c) it had been the destination object in the previous instruction (Put the sock under the bed. Put the bed….), or (d) it had not been mentioned at all. Almost all the target words, in all conditions, were produced with a pitch accent. However, consistent effects of acoustic prominence were observed in acoustic analyses of pitch, intensity, and duration, as well as in ratings of acoustic prominence. In particular, references to the same object that had just moved (either once or twice) were more likely to be short in duration, lower in pitch, lower in intensity, and rated as less prominent. Speakers were also more likely to use pronouns in these conditions, showing that the same discourse contexts drive acoustic prominence and lexical choice.

A related measurement of acoustic prominence is intelligibility, which refers to the general reduction in clarity of pronunciation of words in predictable contexts (Bard et al., 2000; Bolinger. 1963, 1981; Fowler & Housum, 1987; Fowler, Levy & Brown, 1997; Lieberman, 1963, Lindblom, 1990). Intelligibility can be measured by excerpting words from running speech, which often makes them unintelligible (e.g., Pollack & Pickett, 1963). Less clear pronunciation tends to occur when the word should be recognizable for other reasons, for example when it is a frequently occurring word (Zipf, 1929) or when it is predictable from the immediately preceding context (Jurafsky et al., 2000; Lieberman, 1963), for example when it has been previously mentioned (Fowler & Housum, 1987; Bard & Aylett, 1999). 

Although intelligibility is defined as a comprehension measure, it results from acoustic prominence of the same sort that stems from accenting. Indeed, measures of intelligibility are often coupled with measures of normalized duration (e.g., Bard et al., 2000). However, intelligibility effects cannot be explained entirely in terms of accenting choices: Bard & Aylett (1999) demonstrated that intelligibility was reduced for given words regardless of whether the word is accented or not. This is consistent with the idea that acoustic prominence varies in a gradient way, although it is undoubtedly influenced by categorical accenting choices.

The attenuation of words in redundant contexts is described by the Probablistic Reduction Hypothesis (Jurafsky et al., 2000). According to this hypothesis, acoustic reduction occurs when a word is highly probable for a variety of reasons, including having a high base frequency (Zipf, 1929), having a high conditional frequency based on the identity of the preceding or following word(s), or being predictable from the semantic or syntactic context. Indeed, statistical analyses of spoken language have shown that even when things like rate of speech are controlled, highly probable words have shorter durations, lenited vowels (e.g., thuh instead of thee for ‘the’), and deletion of final obstruents (e.g. tha’ instead of that) or the tapped variant of /t/ or /d/ (Bell, Gregory et al., 2002; Bell, Jurafsky et al., 2003; Gregory et al., 1999; Jurafsky et al., 2000). 

Acoustic prominence and the debate between addressee-oriented and speaker-internal effects

As with the choice between pronouns and names, acoustic attenuation could be the result of either addressee design or speaker-internal mechanisms, and both types of account have been proposed. On one hand, speakers could modulate their pronunciation to produce clearer tokens when the addressee has less support from the context for identifying the word. These proposal has been supported by evidence that repeated words are only shortened within a discourse context, and not while simply reading word lists (Fowler & Housum, 1987; Fowler, 1988). On the other hand, the reduction of predictable words could be the result of facilitation of production-internal processes: if the referent or phrasing requires more effort to produce, it may result in more effortful and prominent pronunciations.

Bard et al. (2000) investigated whether acoustic reduction is affected by a model of the addressee’s knowledge. They analyzed dialogues in which people described the location of landmarks on a map to their partners who could only sometimes see the same landmark on their display. They found that speakers used less clear articulation for the name of a landmark the second time it was mentioned, even if the first mention had been spoken by the other person. However, speakers persisted in reducing landmark names when performing the task with a new addressee, suggesting that the reduction of repeated mentions is not entirely driven by an estimation of what the addressee is already familiar with. In a similar task, Bard & Aylett (2004) also found that speakers reduced their pronunciation of landmark names, even when doing the task with a new addressee, but they did not shorten the word lexically (i.e. with pronouns). From this Bard & Aylett concluded that the speakers model the listener for lexical choice, but not for articulatory decisions. These findings are consistent with Balota, Boland, & Shields’ (1989) finding that words were produced with shorter duration when they were lexically facilitated for the speaker, even when an addressee was not present.

Gregory, Healy, & Jurafsky (2001) point out that while Bard et al’s (2000) findings demonstrate that reduction is influenced by the speaker’s experience with the word, they do not eliminate the possibility that speakers also take the addressee’s knowledge into account. That is, perhaps both effects contribute to acoustic reduction. Gregory et al. (2001) tested this by having speakers re-tell stories that they had read. They told the story two times, either twice to the same addressee (repeated addressee condition), or to two different addressees (new addressee condition). In a comparison between the first mention of a referent in the first narrative, and the first mention of the same referent in the second narrative, they found a trend towards shorter nominal descriptions in the second narrative for both new and repeated addressees, but that the shortening was greater when re-telling the story to the same addressee. In a subsequent experiment, they compared the last mention of a referent in the first narrative with the first mention in the second narrative, and found that with the same addressee the description got shorter, but with a new addressee the mention was longer in the second narrative.

In sum, evidence suggests that speakers produce predictable words with less acoustic prominence, and less predictable words with more prominence. Predictability furthermore seems to be calculated based on both what addressees know (i.e., what is in common ground), and the speaker’s egocentric experience. 

In all cases, however, these calculations are based on aspects of the linguistic context. This research raises an additional question – is acoustic attenuation also affected by expectations based on nonlinguistic sources of information?

Task-based effects on acoustic prominence

Watson, Arnold, & Tanenhaus (2007) investigated task-based effects on acoustic prominence in the context of a game of Tic Tac Toe. They noted that discourse effects on acoustic prominence can be described either as effects of importance (Bolinger, 1986), or predictability. Importance is inherently a communicative notion, suggesting that the speaker is designing references for the addressee, at least at a generic-addressee level. By contrast, predictability could potentially be the result of speaker effort, as noted above. In discourse contexts, importance and predictability are confounded. Reference to things that are already in discourse focus is relatively predictable, making it less informative about the discourse structure, and therefore less important. Both predictability and lack of importance should result in attenuated pronunciations. By contrast, reference to new or unfocused referents is relatively unpredictable, and therefore important for communicating the shift in focus of attention, both of which should result in more prominent pronunciations. Watson et al. (2007) deconfounded importance and predictability by manipulating them in terms of the task.

Pairs of participants played the game of Tic Tac Toe out loud, while each updated their own 3x3-grid playing board. Instead of X’s and O’s, players used either blue or red sets of pictures (e.g., blue sock, blue balloon, etc.; red sock, red balloon, etc.). E.g. if player one said Put the red balloon in position five, both players would position the red balloon in the middle square. Players could use any picture for a particular move. The question of interest was how players would pronounce the number word denoting the location of the move, e.g. five.

Tic Tac Toe is advantageous because it defines importance and predictability in terms of the task, where each makes a different prediction. Players take turns placing markers on a 3x3 grid, with the goal of getting three in a row. When one player already has two markers in a row, the other player is highly likely to block a win by putting their marker in the empty spot. Or, if they fail to do so, the first player will certainly place their marker in the winning spot. Thus, at these junctures a block or win move is highly predictable, which should result in attenuated pronunciation. However, such moves are also highly important to the game, which should cause them to be pronounced with more emphasis.


The pronunciations of each number word were acoustically analyzed in terms of duration, intensity, and pitch. An independent rater also coded each number word for presence of a pitch accent and the degree of acoustic prominence. Across the different measures, we found evidence for both the importance-based and predictability-based predictions, despite the fact that nearly all words received a pitch accent. As predicted by importance, number words were rated as more acoustically prominent, and trended towards having a higher pitch, when the move won or blocked a win. On the other hand, there was evidence of speaker effort for unpredictable moves as well. In moves that were not wins or blocks, there were more pauses before the number phrase (Put the red balloon in [pause] position five), more disfluencies, longer durations for the object phrase (e.g., the red balloon), and a trend towards longer durations for the number word (e.g., five). 


A subsequent experiment examined the acoustic characteristics of the number words more closely, and again found a split across the different measurements. As predicted by importance, the win/block moves resulted in a higher intensity for the number words, suggesting a communicative effect of marking moves that were important to the game. At the same time, predictable words were shorter, lower in maximum pitch, and with less pitch movement. That is, when production was facilitated for predictable moves, speakers needed less effort in planning the move, resulting in attenuated pronunciations. 

These results suggest that acoustic prominence is affected by two forces. Speakers choose prominent pronunciations for words that are important in the context, either because reference to an inaccessible referent results in a change in focus of attention, or because the word results in an important event in a task.  This results in longer, more intense, and higher-pitched references. At the same time, when reference is predictable it facilitates production processes, making the expressions shorter, more fluent, and lower in pitch. When the result of importance and predictability considerations conflict, the relative strength of each is likely to be a function of the strength of each in a particular context.

CONCLUSION

Research on the production of referring expressions has demonstrated that speakers do make decisions for their addressee -- at least some of the time. But the production processes involved do not consult a model of the addressee at all junctures, nor do they exclude information that is irrelevant for the addressee.


There is good evidence that speakers consider who they are talking to, making global assumptions about the person they are talking to -- who the addressee is individually, what social groups they belong to, and what they are likely to know as a result. Speakers also make dynamic, local decisions about what is currently in focus in the discourse. There is a wealth of research demonstrating how lexical forms and acoustic prominence tend to be more explicit for referents that were less prominent in various ways in the preceding discourse. Much of this research has been couched in the assumption that this reflects the speaker's desire to design interpretable references. However, the public nature of discourse results in an inherent ambiguity -- do speakers use their own discourse model, or a model of what is available to the addressee?


The Expectancy hypothesis proposes that speakers may not need to model the listener, because listeners can make inferences about the speaker's focus of attention on the basis of what the speaker has said. That is, discourse features like grammatical function, thematic role, and parallelism provide probabilistic information about the likelihood that a referent will be continued in the discourse. And language production research suggests that at least some of these characteristics, like grammatical function assignment and disfluency, are the result of production-internal processes.


Investigation of the conditions where speakers disambiguate provides further evidence of both speaker-oriented and addressee-oriented processes. In general, speakers try to identify the referent in such a way as to distinguish it from other objects in the current context, providing more information in the context of another similar object or character. Speakers even pay attention to whether competitors are visible to the addressee or not. But disambiguation is limited by the ability for the speaker to detect the competitor in time to modify their referential expression. And sometimes speakers provide disambiguating information that is redundant from the addressee's perspective. 

Speaker-internal processing effects are often evident in situations of mental effort. Even slight effort can affect the speech signal, for example increasing the likelihood of disfluency. Processing load can also influence the way that speakers pronounce referring expressions, in that more effortful production results in longer and more prominent pronunciation, as when the referent is inaccessible or unpredictable. Speakers can also experience processing load when the discourse contains more than one animate referent, which results in divided focus of attention and a lower likelihood of pronoun production. Although these processes are internal to the production process itself, they can alter lexical and prosodic choices. These choices can take the same form as processes that have a communicative goal, like disambiguating a referent in context.


The picture that emerges from psycholinguistic work is one where referential production has both speaker- and addressee-oriented processes. If speakers want to communicate, they ought to produce references that another person can understand, and indeed they usually do. But the processes themselves must occur in the mind of the speaker, and limits on processing capacity affect both the representation of discourse entities and the characteristics of the referring expression.
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